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The physics of decision: how competitive systems compute, route,
and remember

Natalia G. Berloff

Department of Applied Mathematics and Theoretical Physics, University of Cambridge, UK

Sparse neural architectures such as mixture-of-experts layers, neuromorphic cores with content-
addressable memory, and photonic classifiers all route first and fetch second. A router picks which
of K experts or table rows to activate, and the associated payload is then read from memory. The
fetch dominates latency and energy. Physical selectors that route by competition offer a way to
avoid it, because the winning attractor carries a high-dimensional signature that is much richer than
the winner’s index.

I will introduce attractor-keyed memory (AKM), a primitive that treats this post-selection signature
as the key to a lookup table rather than as a discardable byproduct. AKM rests on two hardware
conditions: the signatures must be repeatable across trials on a given route (stereotypy), and the K
calibrated mean signatures must be linearly independent. When both hold, a single linear decoder
compiled from calibration data maps signatures to arbitrary payloads, and selection and memory
access happen in the same physical event. Three properties follow: a single SVD of the measured
dictionary certifies capability for any downstream task before the task is chosen; runtime error splits
into two independently diagnosable channels (dictionary conditioning and margin-to-noise ratio),
each with its own physical remedy; and retargeting to a new task recompiles only the decoder,
leaving the selector and its calibration untouched. Candidate platforms include spatial photonic Ising
machines, polariton condensate networks, and other driven-dissipative systems in which competitive
relaxation implements winner-take-all routing.

I will then present the first experimental test of the framework, on a platform that was not designed
with AKM in mind. Five neutral atoms on QuEra’s Aquila processor form a Rydberg AKM
cell: blockade-mediated competition selects a route and van der Waals interactions write a route-
conditioned excitation fingerprint onto the neighbouring atoms. The measured fingerprints are
stereotyped enough to form a usable dictionary, and a regularised decoder retrieves payloads at an
error below the route-blind baseline. The experiment confirms that the two AKM requirements can
be met on real hardware and points to a concrete design target for neuromorphic platforms: engineer
selectors not just for fast winner selection, but also for decodable post-selection signatures.
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Optical kernel machine with programmable nonlinearity

Hui Cao

Department of Applied Physics, Yale University, New Haven, CT, USA

Optical kernel machines offer high throughput and low latency. A nonlinear optical kernel can
handle complex nonlinear data, but power consumption is typically high with the conventional
nonlinear optical approach. To overcome this issue, we present an optical kernel with structural
nonlinearity that can be continuously tuned at low power. It is implemented in a linear optical
scattering cavity with a reconfigurable micro-mirror array. By tuning the degree of nonlinearity with
multiple scattering, we vary the kernel sensitivity and information capacity. We further optimize the
kernel nonlinearity to best approximate the parity functions from first order to fifth order for binary
inputs. Our scheme offers potential applicability across photonic platforms, providing programmable
kernels with high performance and low power consumption.
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Analog Hardware that Trains Itself

Sam Dillavou

A central advantage of digital systems is the ability to transmit and receive information almost
perfectly. The training of deep neural networks relies heavily on this ability, taking extremely precise
gradients of deep chains of nonlinear functions. Constructing trainable physical networks using analog
signals has become a widely known goal, but constructing analog components with the necessary
precision to train in this manner is extremely difficult. As a result, implementations typically include
substantial analog—digital conversion, companion simulations, and/or digital computation within the
network. Recently, Contrastive Local Learning Networks (CLLNs), networks of self-adjusting analog
resistors that require none of the mentioned digital aids, have been realized in the lab. I will discuss
recent work advancing the training of these systems, including the analog-aware approaches that
allow imperfect systems to learn precise functionality and which lead to the demonstration of double
descent in an analog system.
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Photonic Systems for Quantum Information and Physical AI

Dirk R. Englund

Research Laboratory of Electronics & Department of EECS, Massachusetts Institute of Technology, USA

The hardware limitations of conventional electronics — in deep learning as well as in secure
communication and computing — have spurred explorations into alternative architectures that
process information in the optical and quantum domains. This talk introduces the building blocks
of such systems: photonic integrated circuits, artificial atoms such as color centers in diamond,
and programmable optical processors. Building on these, I will describe architectures for quantum
networking and modular quantum computing based on chip-integrated spin qubits, and then turn
to “physical AI”: optical and quantum-optical signal processing for machine learning, including
scalability and performance metrics — throughput, energy consumption, and latency — hardware
error correction, in-situ training methods, and initial field trials, with extensions to machine-learning
inference on quantum signals using reversible, quantum-coherent resources.
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A programmable photonic integrated circuit (center) for machine learning acceleration (left) or quantum

repeater networks (right).
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Optimising waves: from wavefront shaping to wave-based neural
networks

Romain Fleury

Ecole Polytechnique Fédérale de Lausanne (EPFL), Switzerland

Optimisation in wave physics is central to many applications: focusing light or delivering momentum
to a specific location in a complex medium can be performed optimally using known methods such
as wavefront shaping. Conceptually, such problems are often linear optimization problems, possibly
including constraints. These problems can be solved exactly and implemented provided a sufficiently
good model of the system is known.

On the other hand, performing more advanced information processing tasks with waves, especially the
ones that correspond to largely non-linear optimization problems, is more challenging. Classification
tasks, as the ones typically achieved by digital Al processors, require loss gradient estimation and
weight update, requiring us to rethink how training should be performed in analog systems, and
whether it should rely on physical or digital models, or be completely model-agnostic.

In this talk, we will discuss some experiments involving the optimization of a given loss function
using waves, such as sound or light. We will show how to optimally focus energy or momentum
with waves, performing model-based linear constrained optimization, possibly including multiple
objectives. In a second part, we will discuss our recent experimental advances in training free-field
optical systems to perform non-linear optimization problems, such as image classification tasks, by
training optical weights.
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Nanoprinted Neural Networks for High-Content and High-Throughput
Classification

Elena Goi

Abbe Center of Photonics, Faculty of Physics and Astronomy, Friedrich-Schiller-Universitdt Jena, Germany

Optical Neural Networks (ONNs) have rapidly advanced in the last ten years, using light to physically
implement neuromorphic computing systems. These systems take leverage all the advantages of
optical signal processing, such as parallel processing, broad bandwidth, and high speed, to process
information and perform inference directly in the optical domain. Among these, Diffractive Neural
Networks (DNNs) are particularly effective for image processing, since they can naturally handle
two-dimensional image inputs with a high number of channels. First introduced in 2018 by Lin et
al. for terahertz operations, DNNs use computer-designed diffractive elements to physically form a
feed-forward neural network.

Employing nanolithographic methods, like Two Photon Nanolithography (TPN), allows for direct
fabrication of multilayered DNNs in a single step. The nanometre feature neuron sizes enabled by
this fabrication method allow the networks to operate in the IR and visible wavelength regimes,
while enabling fabrication on near-arbitrary substrates including glass, fibers, commercial CMOS
sensors, and microfluidic devices. This integration with commercial devices and systems is especially
useful because it allows devices to be passively and directly functionalized with elements that can
perform inference in the optical domain.

This talk will show the potential of nanoprinted DNNs in the context of high-content and high-
throughput classifiers for imaging flow cytometry (IFC). We show that DNN-based classifiers,
operating in the visible regime at a wavelength of 532nm and designed for direct co-integration
with an off-the-shelf microfluidic system, can distinguish optically dense objects in a microfluidic
channel by size. By achieving high-accuracy classification of specimens in a microfluidic chamber
through all-optical inference, these classifiers show the potential of ONNs to remove the need for
time-consuming electronic information processing steps in IFC experiments and may pave the way
for faster, more accurate image-based cell analysis systems.
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Spintronic neural networks with reconfigurable topology and weights

Julie Grollier

Laboratoire Albert Fert, CNRS, Thales, Université Paris-Saclay, France

Spintronics introduces intrinsic memory, wave-based dynamics, and non-linearity into neuromorphic
computing, offering a promising path toward energy-efficient, brain-inspired hardware. In this work,
we experimentally demonstrate a compact neural network in which all computing elements—both
synapses and neurons—are realized using magnetic tunnel junctions (MTJs).

The architecture employs frequency multiplexing to connect neurons and synapses: each junction’s
oscillation frequency acts as its unique “address,” enabling selective connectivity between elements
sharing the same frequency. I will present two implementations of this architecture, each showcasing
distinct advantages.

In the first approach, binary vortex-based synapses can be remotely switched between states without
direct local access. This is achieved by globally broadcasting RF signals, enabling highly efficient
control. In the second implementation, each synapse has local access and is continuously tunable
across a broad frequency range via magneto-ionic effects. This tunability allows dynamic adjustment
of synaptic weights and even real-time reconfiguration of network topology—mimicking dendritic
plasticity observed in biological systems.

I will show that these results represent a significant step toward spintronic-enhanced neuromorphic
hardware capable of on-edge learning and self-adaptation.




Frontiers of Neuromorphic Computing 2026 Invited Talks

Quantum neuromorphic computing with superconducting circuits

Danijela Markovi¢

(work with Julien Dudas, Baptiste Carles, Briac Flesselles, Loris Cros, Eliec Gouzien, Frank Mizrahi, and
Julie Grollier)

Laboratoire Albert Fert, CNRS, Thales, Université Paris-Saclay, France

Superconducting circuits are one of the leading platforms for quantum computing, enabling both
gate-based digital processing and analog quantum simulation through Hamiltonian dynamics. Beyond
these paradigms, neuromorphic computing offers an alternative, physics-based approach, to use
dynamical quantum systems for computing. In this context, superconducting circuits are particularly
attractive due to the strong nonlinearity of Josephson junctions, which persists down to the single-
photon level. Such nonlinearities are a key resource for machine learning, enabling the formation
of nonlinear decision boundaries. This motivates the use of quantum systems as physical feature
generators.

We focus on bosonic modes in superconducting circuits. Bosonic modes evolve in high dimensional
Hilbert space and provide a hardware-efficient solution to extract a large set of linearly independent
features for learning. We first explore this idea within a reservoir computing framework, where
quantum dynamics generate features that are processed by a classical readout. We study both
simulated systems with linear dynamics and nonlinear readout, and experimental implementations
combining nonlinear measurement and nonlinear dynamics.

A central challenge is how to train the quantum feature generator itself. Standard backpropagation
is not scalable in this setting, as it requires classical simulation of the quantum system to compute
gradients. We introduce an alternative approach based on classically tractable linear dynamics,
combined with nonlinear measurement and encoding via two-mode squeezing [3]. This enables efficient
training of parametrically coupled bosonic modes, where control parameters such as detunings,
drive amplitudes, and coupling phases are optimized. We show that training the feature generator
significantly reduces the number of measured degrees of freedom required for learning. As a result,
even when accounting for the training procedure, the total number of measurements is decreased
compared to untrained approaches. This highlights a route toward more resource-efficient quantum
neuromorphic computing. Finally, we present ongoing efforts toward fully physics-based training
strategies, including equilibrium propagation and perturbative methods, aiming at scalable learning
directly in quantum hardware.

References

[1] J. Dudas, B. Carles, E. Plouet, F. A. Mizrahi, J. Grollier, D. Markovié¢, “Quantum reservoir computing implementation
on coherently coupled quantum oscillators,” npj Quantum Information (2023).

[2] B. Carles, J. Dudas, L. Balembois, J. Grollier, D. Markovié¢, “Experimental quantum reservoir computing with a
circuit-QED system,” Phys. Rev. Appl. (2026).

[3] J. Dudas, B. Carles, E. Gouzien, et al., “Training the parametric interactions in an analog bosonic quantum neural
network with Fock basis measurement,” Sci. Rep. (2026).




Frontiers of Neuromorphic Computing 2026 Invited Talks

Vert AX: a differentiable vertex model for learning epithelial tissue
mechanics

Alessandro Pasqui

MICS Lab, CentraleSupélec, Paris, France

Epithelial tissues dynamically reshape through local mechanical interactions among cells, a process
well captured by vertex models. Yet their many tunable parameters make inference and optimization
challenging, motivating computational frameworks that flexibly model and learn tissue mechanics. I
introduce VertAX, a differentiable JAX-based framework for vertex-modeling of confluent epithelia.
VertAX provides automatic differentiation, GPU acceleration, and end-to-end bilevel optimization for
forward simulation, parameter inference, and inverse mechanical design. Users can define arbitrary
energy and cost functions in pure Python, enabling seamless integration with machine-learning
pipelines. I demonstrate VertAX on three representative tasks: (i) forward modeling of tissue
morphogenesis, (ii) mechanical parameter inference, and (iii) inverse design of tissue-scale behaviors.
I benchmark three differentiation strategies—automatic differentiation, implicit differentiation, and
equilibrium propagation—showing that the latter can approximate gradients using repeated forward,
adjoint-free simulations alone, offering a simple route for extending inverse biophysical problems to
non-differentiable simulators with limited additional engineering effort.

10



Frontiers of Neuromorphic Computing 2026 Invited Talks

Opportunities for photonic computing

Wolfram Pernice

Heidelberg University, Germany
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Optical Computing: 2D or not 2D

Demetri Psaltis

Ecole Polytechnique Fédérale de Lausanne (EPFL), Switzerland

There are two main threads in the development of optical computing: integrated optics (2D) and
diffraction-based systems (3D). I will contrast the two approaches and assess any competitive
advantages they may have. I will also discuss hybrid options where 2D circuits are interfaced to
digital circuits (co-packaging) or other optical devices (for example memories) via the 3rd dimension.
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Equiprop: a software framework for Equilibrium-Propagation-based
training

Benjamin Scellier

Rain AI

We present Equiprop, a software framework designed to facilitate research and large-scale experi-
mentation with Equilibrium Propagation (EP). Equiprop provides a unified, modular and extensible
platform for implementing and training EP-compatible models, lowering the barrier to experimenting
with EP. It supports a range of models, including continuous Hopfield networks, nonlinear resistive
networks, coupled phase oscillators, Boltzmann machines, Predictive Coding Networks (PCNs), and
Convergent Energy Transformers (CETSs), and allows users to define and train custom EP-based
models as well. We highlight recent results enabled by Equiprop, including the successful training
of a 10-layer convolutional PCN (VGG10) on full-scale ImageNet, and the training of a CET to
reconstruct partially masked images from the CelebA dataset. We conclude by outlining ongoing
and future extensions of the framework, including applications to quantum systems, Lagrangian
dynamical systems, meta-learning, and Agnostic EP, with the aim of supporting further research on
EP-based methods.

13
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Physical learning in multimodal oscillator networks

Marc Serra Garcia

AMOLF, Amsterdam, The Netherlands

Oscillator networks have demonstrated remarkable computational capabilities in problems such
as combinatorial optimisation and machine learning inference, but can they also be used to train
machine learning models? In this talk, I will discuss how (multimodal) oscillator networks can train
machine learning models through their natural dynamical evolution, without resorting to external
electronic controllers. To accomplish this, we map weights, activations and gradients to separate
oscillatory degrees of freedom. Then, we apply nonlinear potentials that cause the weights to evolve
according to a local learning rule. I will discuss recent numerical results highlighting how relatively
simple inter-modal interactions can give rise to emergent self-learning, and comment on our ongoing
efforts towards experimental realisation in a platform of MEMS oscillators.

14
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Reconfigurable optical neural networks mediated by sound waves
Birgit Stiller!-?3

' Maz Planck Institute for the Science of Light, Erlangen, Germany
2 Department of Physics, Friedrich-Alexander-Universitit Erlangen-Niirnberg, Germany
3 Institute of Photonics, Leibniz Universitit Hannover, Germany

Despite acoustic waves being volatile, slow and bulky, they are able to capture essential features
of optical information and control optical signals. We use traveling acoustic waves to implement
optoacoustic building blocks to create and control optical neural networks. We experimentally
demonstrate an optoacoustic nonlinear activation function, optoacoustic recurrent functionality, and
training of the control light to increase the accuracy for classification.

The realization of massive machine learning models has integrated artificial intelligence into our daily
lives, yet their training, maintenance, and scalability rely on power-hungry electronic processors.
Neuromorphic computing seeks to address these challenges by mimicking neural architectures in
physical systems. Photonics is a promising platform as it offers high bandwidth, rapid processing
speeds, and low energy consumption.

In this talk, we show the potential of optoacoustics to further advance the adoption of photonics
for neural networks. We use stimulated Brillouin scattering (SBS) as it is nonlinear, coherent and
frequency-selective. We show how this process can be used for building blocks in optical neural
networks, for example a nonlinear activation function, an optoacoustic memory, and an optoacoustic
recurrent operator (OREQO). Our implementation of an in-fiber nonlinear activation function can be
set, all-optically and continuously as a LeakyReLU, Quadratic, or Sigmoid activation function. The
signal is amplified via SBS, compensating for insertion losses from other components. A passive
cooling scheme increases the optoacoustic storage time by more than an order of magnitude to
141 ns. We also demonstrate optoacoustic recurrent connections between optical pulses; contrary to
other optical recurrent architectures, OREOQO is reprogrammable, as it does not permanently alter
the waveguide. We experimentally show OREQ’s capabilities of extracting contextual information
by performing a pattern recognition task (see figure), with training in the frequency domain leading
to high accuracy in classification.

Guessing at PCF-293 K PCF-4.2K Potential Optimization
SBS OFF random SBS ON SBS ON SBS ON
Accuracy: 4% Accuracy: 45% Accuracy: 87% Accuracy: 92%
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abbbccceasa a -ccasabbbcccaaabbbcce
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Predicted label Predicted label
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Confusion matrices for: (a) SBS off; (b) SBS on at room temperature; (¢) SBS on at 4 K; (d) potential
optimization based on experimental parameters.
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Harnessing Quantum Dynamics for Inference on Data Embedded in
Weak Signals

Hakan E. Tireci

Department of Electrical and Computer Engineering, Princeton University, USA

Computation can be realized directly by physical dynamical systems driven by inputs and read
out through measurement. This viewpoint underlies Physical Neural Networks (PNNs), where the
computational power of a system is determined not only by its dynamics, but also by measurement
constraints and the resulting structure of noise. I will argue that quantum systems are uniquely
situated for inference and regression tasks on data embedded in high-dimensional weak electromag-
netic signals. One key challenge that must be addressed is that outputs are cloaked in sampling
noise, which limits both the accuracy and the energy cost of computation for any physical system,
including fault-tolerant quantum hardware. Are there reliable methods of computing in the weak
input-signal regime when noise dominates? How can we compare computational performance across
very different systems in the presence of noise?

I will discuss one approach based on the Resolvable Expressive Capacity (REC), a metric recently
proposed to quantify the computational capacity of physical systems in the presence of sampling
noise. I will then show how the REC of a quantum system is constrained by the fundamental
theory of quantum measurement, which imposes a tight upper bound on the REC of any finitely
sampled physical system. The calculation of REC requires only measured outputs and is therefore
straightforward to compute, as recently demonstrated with projectively measured qubit-based systems.
A spectral problem associated with REC further yields a set of functions, termed Eigentasks, that a
physical system can approximate most accurately under sampling noise and a given prior distribution
over inputs. Eigentasks furnish a principled framework for mitigating sampling noise in data-driven
inference on quantum dynamical systems. I will highlight applications of these ideas to quantum
sensing [2] and quantum state discrimination [3].
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On the possibility of a virtuous cycle between photonics and com-
putation

Logan Wright

Yale University, USA

Are we at the dawn of a new era for photonics, or merely the peak of the latest vacuous fad? A
few signs (and plenty of hype) suggest that the relationship between photonics, computation, and
the economy could change radically over the next decade, with photonics becoming more centrally
involved in computers, and computers, as the substrate of artificial intelligence, becoming more
centrally involved in pretty much everything. In this talk, I’ll outline how this revolution could
occur, why it would (if it actually occurs) be perhaps the single most significant development in
photonics in my lifetime, how it could naturally segue into scalable quantum photonic processors,
and finally, why and where it is likely to fail. I will then discuss how we as a field can improve the
odds of success, and why we should be optimistic about a bright photonic future either way.
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A Tutorial: Unifying Physical Backpropagation
Cyrill Bosch!, Yighitan Gediz?, Ryan P. Adams!, Hakan Tiireci?

! Princeton University, Department of Computer Science, USA
2 Princeton University, Department of Electrical and Computer Engineering, USA

Physical dynamical systems are increasingly explored as substrates for energy-efficient neuromorphic
computing. A key challenge is how to obtain parameter gradients for training without relying on
digital twins, thereby mitigating the simulation—reality gap. A promising approach is to compute
gradients directly in the physical system. We unify existing methods for physically computing
gradients into a pedagogical framework via the adjoint method [1].

Starting from PDE/ODZE-constrained optimization, we derive general conditions under which the
same hardware used for forward evolution can be reused to obtain loss gradients with respect to
system parameters and initial conditions. The framework clarifies why on-device gradient calculation
is substantially different in nonlinear and linear systems: nonlinear systems generally yield the adjoint
as the finite difference of a time-reversed and another time-reversed infinitesimally nudged trajectory.
In contrast, linear systems admit considerably simpler finite-amplitude physical adjoint evaluations—
no time-reversal and no difference of trajectories needed. Furthermore, for linear systems, reciprocity
is sufficient for on-device gradient calculation, whereas in nonlinear systems time-reversal symmetry
is required. We argue that this makes a strong case for the recently introduced parameter-encoding
methods (also known as structural nonlinearities) [2—4] that achieve nonlinear computation in linear
dynamics.

We illustrate the framework on representative classes of systems, including first- and second-order
dynamics and wave-based (e.g., Schrodinger-type) systems, in both conservative and dissipative
regimes. We show how known algorithms, such as Equilibrium Propagation [5], Recurrent Hamiltonian
Echo Learning [6], or the Fully Forward Mode algorithm [7], emerge within this framework and
outline extensions to non-autonomous dynamics and generalized gradient flows. By making explicit
the conditions required for physically realizable adjoint dynamics, this tutorial provides a common
language to assess and compare on-device gradient-based learning strategies in neuromorphic
hardware.
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Impact of linear information forwarding on the learning performance
of nonlinear fiber-based extreme-learning machines

Glitta Rosalia Cheeran®, Sobhi Saced!, Mehmet Miiftiioglu®, Juliane Heim!, Mario Chemnitz"?

! Leibniz Institute of Photonic Technology, Jena, Germany
2 Institute of Applied Optics and Biophysics, Friedrich-Schiller-Universitit Jena, Germany

Extreme learning machines leveraging highly nonlinear fibers are emerging as a promising direction
in optical neuromorphic computing [1-3]. A key observation in this neuromorphic platform is that
spectral features selected during training consistently cluster near the pump wavelength where phase
encoding is applied. Explaining this preference is key to understanding how the nonlinear fiber
processes information. We hypothesize that this preference originates from interference between the
encoded phase and nonlinear phase accumulated during fiber propagation [4].

To investigate this, we employ an experimental setup consisting of a pulsed laser centered at 1564 nm,
a programmable waveshaper that encodes information as a localized (~ 1nm bandwidth) phase
shift at the central wavelength, a 5 m normal-dispersion highly nonlinear fiber (HNLF) for optical
information processing, and an optical spectrum analyzer for readout. Operating in the low-power
regime, the output spectra have a prominent peak at the location of the encoded phase whose
intensity varies linearly with the applied phase magnitude. Increasing input power suppresses this
interference feature visibly. However, the Pearson correlation between encoded phase magnitude and
measured spectral intensity remains at p = 0.98 across the power levels, indicating a robust linear
relationship. When MNIST handwritten digits are phase-encoded, the linear relationship persists
and enables direct phase recovery from recorded spectra without a reference arm or computational
retrieval algorithms [4]. A simple linear regression model with ridge regularization, trained on 3000
spectra using only wavelengths near the encoding region, outperforms the linear baseline trained
directly on input images. This result suggests that the nonlinear fiber transformation improves the
feature space even within the weakly nonlinear regime. These findings point toward a new direction
for this platform as a next-generation reservoir computer [5, 6], one that is not random but rather
engineered with linear and nonlinear mappings.
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Training nonlinear optical neural networks with Scattering Back-
propagation

Nicola Dal Cin'?, Florian Marquardt!?, Clara C. Wanjura!

! Maz Planck Institute for the Science of Light, Erlangen, Germany
2 Friedrich-Alexander- Universitit Erlangen-Niirnberg, Germany

As deep learning applications continue to deploy increasingly large artificial neural networks, the
associated high energy demands are creating a need for alternative neuromorphic approaches. Optics
and photonics are particularly compelling platforms as they offer high speeds and energy efficiency
[1]. Neuromorphic systems based on nonlinear optics promise high expressivity with a minimal
number of parameters. However, so far, there is no efficient and generic physics-based training
method allowing us to extract gradients for the most general class of nonlinear optical systems [2].
We present “Scattering Backpropagation (SB)”, an efficient method for experimentally measuring
approximated gradients for dissipative nonlinear optical neural networks.

Remarkably, our approach does not require a mathematical model of the physical nonlinearity,
and only involves two scattering experiments—regardless of the number of trainable parameters—
to extract a gradient approximation. The estimation precision depends on the deviation from
reciprocity. As a proof of concept, we successfully apply our method simulating a network of optical
Kerr resonators and considering well-known machine-learning benchmarks, such as XOR and MNIST.
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Equilibrium Propagation in driven-dissipative quantum systems

Aditya Gandotra (presenter), David Noachtar, Arvind Murugan, Aashish Clerk

Equilibrium propagation (EP) is a popular training algorithm for self-learning physical systems that
has been employed successfully for machine-learning-inspired tasks. It relies on the existence of an
energy function that depends on tunable training parameters. Recent work shows that the same
strategy could be used with many-body quantum systems. A key challenge however is the need to
be able to relax to the system ground state after each parameter update.

In this work, we show a potential route for circumventing this problem by extending EP to many-body
driven-dissipative quantum systems, where the dynamics naturally relax to a non-equilibrium steady
state that is parameter dependent. Despite the lack of any free energy, we show that for a class
of systems, a quantum detailed balance symmetry still allows for an efficient EP strategy. We
analyze an example of this new training paradigm for an experimentally relevant driven-dissipative
transverse-field Ising model. With a specific formulation of the input-output relation in this model
which we refer to as “binned EP”, we demonstrate 1D function approximation for a class of non-linear
bounded target functions.
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Neuromorphic computing with optomechanical oscillators
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The increasing resource demands of artificial neural networks have prompted the exploration of
novel platforms better suited for machine learning [1]. In this context, phase oscillators represent
a promising candidate [2] due to their intrinsic nonlinearity and their ability to exhibit collective
synchronization when coupled [3]. In the present work [4], we investigate one such implementation:
a network of optomechanical oscillators pumped in the blue-detuned regime to achieve self-sustained
oscillations. We propose a theoretical framework to describe their dynamics and demonstrate how
such systems can be employed for neuromorphic computing. We discuss how they can be trained
and analyze a platform, based on drum resonators, that could enable their physical implementation.
Ultimately, theoretical results obtained from modelling an XOR gate using 5 nodes in an all-to-all
configuration are discussed.
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In-situ training of an optoacoustic recurrent perceptron with long-
term memory
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Multiple learning tasks such as speech recognition and text generation require either learning from
sequences, creating the sequence itself, or a combination of both. Recurrent neural networks (RNNs)
access context by capturing the dynamics of sequential data, iterating information via recurrent
operations. With increasing computational complexity of RNNs, current digital processing hardware
faces a bottleneck in performance and energy consumption. Neuromorphic photonic designs have
shown to be a promising candidate to overcome the “von Neumann” bottleneck as they provide large
speed, broad bandwidth, and low energy consumption.

In this work, we experimentally demonstrate a deep optoacoustic recurrent operator (OREQO) based
on long-lived traveling acoustic waves. OREOQO establishes recurrent connections between optical
pulses by means of acoustic waves generated within a waveguide via stimulated Brillouin scattering
[1]. The depth of the recurrent connection is limited by the acoustic-wave lifetime, about 10 ns
in silica glass at room temperature. We experimentally show that by cooling a highly nonlinear
fiber to 4 K, we increase the acoustic-wave lifetime by a factor of five [2] and can establish recurrent
connections between up to twenty optical pulses, setting the foundation for a photonic recurrent
operation with long-term memory [3].

Furthermore—based on our work on coherent optoacoustic memory [4]—we investigate the role of
phase mismatch in stimulated Brillouin scattering as a free parameter to enhance the accuracy in a
pattern-recognition task. Training is realized in situ using a simultaneous perturbation stochastic
approximation (SPSA) algorithm, which is model- and gradient-free [5]. We demonstrate a perfor-
mance enhancement from 76% to 92% at cryogenic temperatures. This showcases the potential of
in-situ approaches to further advance neuromorphic photonics.
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Dynamical Computation in Neuromorphic Hardware: Spiking Net-
work Dynamics on the Field-Programmable Spiking Neuron Array
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Current deep learning dominantly employs layered feedforward networks in discrete time, removing
temporal structure from processed data through resource-intensive measures such as buffering in
digital memory [1]. Contrary to this, biological neural systems operate on continuous data streams
with ongoing processing to react as dynamical systems to changes in the environment in a real-time,
context-dependent manner, eventually using non-equilibrium transient dynamics [2, 3]. Spiking
Neural Networks (SNNs) executed on neuromorphic hardware promise improved performance for
such online processing due to the inherently temporal nature of spike responses. However, to make
full use of their potential, neuromorphic hardware must also intrinsically support SNN architectures
and dynamics that directly use temporal information in computations through continuous network
dynamics—e.g., for control tasks in sensor-actuator loops.

To support this type of processing, neuromorphic hardware should thus enable the deployment of arbi-
trary recurrent SNN topologies and preserve the causality of dynamically generated spikes. Recently,
we developed a suitable analog/mixed-signal semiconductor architecture, the Field-Programmable
Spiking Neuron Array (FPSNA) [4]. The circuit-switched network on the chip allows reprogrammable
deployment of highly flexible SNNs with arbitrary network motifs of recursive and feed-forward inter-
action. Deployment of SNNs through circuit switching implies that spikes are transported through
the physical structure without virtual buffering or routing, which guarantees physical causality
within the network’s operation. To investigate the use of the FPSNA in dynamical computation, we
implemented a Liquid State Machine (LSM) [5] with small-world connectivity that makes adequate
use of the available neurons and possible wiring. We quantified the LSM’s performance through
theoretical measures, such as the linear kernel property [6], and by investigating the dynamics of the
implemented networks [7, §].
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Extreme Learning Machines using Artificial Sensory Oscillator Pho-
tonic Neurons
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Resonant tunneling diodes (RTDs) are promising photonic device candidates for compact neuromor-
phic hardware because of their intrinsic negative differential resistance (NDR), which provides a
strong nonlinear response and neuron-like spiking and oscillations that can be directly exploited
for information processing [1]. We report fabricated III-V GaAs-based RTD devices exhibiting
clear NDR current—voltage characteristics [2] and investigate their use as nonlinear elements in
the extreme learning machine (ELM) framework. The RTDs were experimentally characterized by
I-V measurements, confirming the N-shaped response required for nonlinear computation, and an
experimentally-based nonlinear circuit model [3] was employed to reproduce the rich neuron-like
RTD oscillatory dynamics. In this approach, the RTD acts as the nonlinear transformation stage
while a linear readout layer enables low-complexity training and efficient implementation [4]. We
evaluated both regression and classification tasks, achieving accuracies approaching 98%, and tested
reduced-resolution MNIST image classification with accuracies above 80%, reaching ~ 91% under
optimized conditions.

These results show that the nonlinear response associated with RTD’s NDR is sufficient to enable
ELM-based computation while maintaining a compact system footprint. The platform is compatible
with both electrical and optical stimulation, and ongoing work is extending the approach toward
compact arrays capable of receiving visible and near-infrared illumination for future optoelectronic
neuromorphic sensing and processing microchips.
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Networks of Coupled Phase Oscillators as a Neuromorphic Platform
Trained with Equilibrium Propagation
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The growing computational demands of machine learning motivate the study of energy-efficient
neuromorphic systems. Such systems exploit physical dynamics for inference and, ideally, also
for training. Equilibrium propagation is a technique which enables gradient estimation through
local physical interactions. In this work, we explore networks of coupled phase oscillators (the XY
model), like laser arrays or coupled limit cycles, as a potential neuromorphic platform that can
be trained in this manner. We address the problems posed by the model’s complex, multistable
energy landscape [1] and explore the effects of architectures such as lattices and stacked lattices
[2]. The results show that networks of sparse connectivity can achieve accuracy comparable to that
of dense architectures. Our study identifies coupled phase oscillators as a new general-purpose,
experimentally implementable neuromorphic platform.
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Information-Theoretic Local Learning for Training Physical Neural
Networks

Ziao Wang, Hao Wang, Jianqi Hu, Xiangpeng Liang, Han Zhao, Junjie Jiang, Xing Fu, Jianshi
Tang, Huagiang Wu, Sylvain Gigan, Qiang Liu

Deep learning has transformed modern artificial intelligence, but its continued scaling is increas-
ingly constrained by energy, latency, and the physical limits of digital hardware. Physical neural
networks offer an alternative route by directly exploiting the analog dynamics of physical systems
for computation, with promising substrates including optics, electronics, spintronics, and mechanics.
Realizing this potential, however, requires training methods that remain effective under noise, uncer-
tainty, partial physical knowledge, and non-differentiability. All these conditions make end-to-end
backpropagation cumbersome or impractical in many experimental systems.

Physical Information Bottleneck (PIB) addresses these challenges by integrating information theory
with local learning into a general framework for physical neural networks. PIB allocates an explicit
local training objective to each physical computing unit, encouraging the distillation of task-relevant
input features while filtering out irrelevant information. Using a matrix-based formulation of mutual
information, PIB transforms the information bottleneck principle from a post-hoc interpretive tool
into an active and experimentally practical training rule. Because each unit is optimized locally and
independently, training no longer requires executing the entire network, storing all intermediate
features and gradients, or waiting for sequential error backpropagation across layers. PIB therefore
bypasses auxiliary digital models and lengthy contrastive measurements, recasting physical neural
network training as an intrinsic, scalable information-theoretic process compatible with diverse
physical substrates.

This framework operates across markedly different hardware classes. On memristor-based in-memory
computing platforms, PIB accommodates intrinsic conductance fluctuations through cascaded local
experimental feedback, enabling robust classification and adaptation to severe hardware faults.
On optical multiple-scattering platforms, PIB trains broken-isomorphism physical units without
retrieving transmission matrices or differentiable surrogates, while exhibiting the characteristic
fit-then-compress dynamics associated with the information bottleneck principle. Beyond supervised
learning, the same locality extends naturally to unsupervised learning, reinforcement learning, and
geographically distributed parallel training, where decoupled optimization reduces synchronization
constraints and enables heterogeneous physical resources to be trained in parallel.
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Computing with Physical Bits
Martin van Hecke!?
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The state of multistable materials can often be described by collections of interacting material bits.
Here we introduce metamaterials with precisely controlled mechanical bits that can act as finite state
machines—a paradigm of computing. We show how such concepts can be extended to electronic and
optical platforms.
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Second-harmonic generation to enhance the performance of diffrac-
tive neural networks
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Diffractive neural networks (DNNs) are an emerging approach for the realization of photonic artificial
intelligence [1]. They are especially attractive due to their suitability for machine-vision applications
and high-dimensional photonic information processing at lower power consumption. In order to
solve complex tasks and to make them a feasible alternative to their electronic counterparts, a
nonlinear activation function is required. In this work, we numerically investigate the inclusion
of second-harmonic generation (SHG) into DNNs as an all-optical solution to the problem [2].
Specifically, we examine the positioning of the SHG layer in single- and multilayer DNNs. Finally, we
outline the requirements for an experimental realization. Based on this we estimate the power-related
efficiency of the nonlinear DNN system.

The DNN under consideration consists of an amplitude-encoded input, followed by a 2f-setup, one
or more phase modulation masks, a y(2) crystal, and a second 2f-setup. We specifically investigate
the impact of SHG positioning on classification performance and class contrast. In our simulations,
the field immediately after the SHG layer is modeled as locally proportional to the square of the
incoming field. We find that performance, in terms of classification accuracy and class contrast, is
strongly influenced by the positioning of the SHG layer: the SHG layer must be placed after some
propagation distance following at least one phase modulation layer to improve classification accuracy.
Additionally, the class contrast results indicate that incorporating SHG into the DNN can bypass the
accuracy—contrast trade-off [4]. For a practical implementation, our assumption of a local nonlinear
response implies a trade-off between crystal length and conversion efficiency [3]. We estimate the
second-harmonic output power for a total input fundamental power of P, = 1 W, assuming a KTP
crystal phase-matched at A = 1064 nm. The resulting power levels indicate that detectable signal
strengths can be achieved using standard photodetectors.
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Harnessing intuitive local evolution rules for physical learning
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Machine learning, however popular and accessible, is computationally intensive and highly power-
consuming, prompting interest in alternative physical implementations of learning tasks. We
introduce a training scheme for physical systems that minimize power dissipation in which only
boundary parameters (inputs and outputs) are externally controlled. Our scheme is the closest
analog of the Adaline (ADAptive LInear NEuron) algorithm for such systems.

We first demonstrate this autonomous learning in silico for regression and classification tasks using
resistor networks with self-evolving conductance. We then experimentally demonstrate the scheme
using an elastic network of bistable springs in which a desired stress-response at the network boundary
is achieved through discrete buckling instabilities. Our approach advances previous physical learning
schemes by using intuitive, local evolution rules without requiring large-scale memory or complex
internal architectures. The scheme can be applied to any physical system with a linear input-output
map, achieving best performance when the local evolution rule is nonlinear. Moreover, the scheme
successfully trains networks with very flat loss landscapes, as in the experimental scenario, since it is
only partially derived from gradient-descent considerations.
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Training Bosonic Quantum Neural Networks with Equilibrium Prop-
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Quantum neural networks are attracting increasing attention due to their ability to embed input
data into high-dimensional Hilbert spaces, where it may become linearly separable. Another key
advantage is their natural compatibility with other quantum systems, which opens the possibility of
learning directly from quantum data.

Most experimental implementations of quantum neural networks to date rely on variational quantum
circuits with qubits [1]. However, training such networks remains highly challenging [2]. Two
major difficulties are (1) estimating the gradients of the network outputs with respect to internal
parameters, and (2) the vanishing gradient problem, which arises from the dilution of information in
large Hilbert spaces, also known as barren plateaus [3].

In our team, we are pursuing an alternative approach based on coupled bosonic modes [4], trained
using the Equilibrium Propagation algorithm [5]. Bosonic systems offer promising advantages in this
context: the use of coherent states and continuous operations such as displacement and squeezing is
expected to help preserve structure in Hilbert space, potentially mitigating the vanishing gradient
problem. The Equilibrium Propagation algorithm tackles the second challenge, as it enables the
estimation of trainable parameters from measurements. This reduces the dependence on numerical
models and enables full experimental training.

In quantum systems, Equilibrium Propagation has only been derived for closed systems, in par-
ticular in coherent qubit networks [7]. In my PhD, I aim at adapting both the algorithm and the
existing hardware [6] to solve machine-learning tasks on a superconducting quantum circuit. The
challenges span from adapting the algorithm to the physical constraints of the chosen platform, to
the nanofabrication and experimental implementation on parametrically coupled superconducting
resonators with dispersive readout.

References

]

]

] M. Cerezo et al., Nat. Commun. 12, 1791 (2021).

] J. Dudas et al., npj Quantum Inf. 9, 64 (2023).

] B. Scellier, Y. Bengio, Front. Comput. Neurosci. 11, 24 (2017).

] J. Dudas et al., in preparation (2024).

] S. Massar, B. M. Mognetti, Quantum Stud.: Math. Found. 12, 6 (2025).

33



Frontiers of Neuromorphic Computing 2026 Posters

Expressivity and information flow in neuromorphic systems based
on parametric input encoding
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The increasing demand for energy consumption and data processing by Al, mainly driven by the
growing size of models and training datasets, has prompted the search for new computing platforms
beyond electronics. Among the many candidate platforms, optics and photonics are promising as they
offer low power consumption and high parallelism, especially in the linear optical regime. However,
neuromorphic computing approaches still face challenges related to their non-linear expressivity.
In particular, it is not always guaranteed that neuromorphic systems are able to express arbitrary
non-linear functions (expressivity), since theoretical guarantees such as universal approximation
theorems do not always exist. Even when such guarantees do exist, the expressivity may be non-
trivially influenced by experimental restrictions on the accessible parameter regimes. This makes it
essential to characterise and understand the expressivity of neuromorphic platforms.

In this work, we explore the expressivity of systems based on our recently proposed framework for
non-linear computing with purely linear wave scattering [1], recently coined structural non-linearity [2,
3]. The input data is hereby encoded in system parameters that the scattering response depends on
non-linearly. First, we characterise the expressivity of a system of coupled resonators under different
physical constraints, employing a data set with tunable non-linearity strength which we develop.
In particular, we find that the expressivity is improved for lower intrinsic loss rates. Secondly, we
analyse the Fisher information (FI) in the system [4], for which we derive a continuity equation
that lets us identify sources and sinks of information as well as an information flux. We find that
the FI typically grows over the course of the training and that, in the trained system, high FI for
parameters encoding the input data is associated with sharper decision boundaries, leading to a
better ability of the system to solve the training task. Furthermore, we suggest that monitoring the
FI over the course of the training, which is experimentally accessible through scattering experiments,
could help prevent overfitting in the future.
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Quantifying Information Transport in a Nonlinear Optical System
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Nonlinear optical systems are increasingly considered for computation [1]. Yet, for such systems,
the question of computational relevance cannot be reduced to task-wise performance alone. Rather,
it is necessary to ask which input-output mappings are physically accessible at all, how large the
mapping space is under given operating conditions, and by which measurable quantities their effective
complexity may be estimated. The present work addresses these questions for a fiber-based nonlinear
optical system with programmable spectral phase encoding.

A programmable spectral filter encodes information in the phase of narrow bands of a femtosecond
pulse. After propagation through a nonlinear fiber, the output spectra are recorded for many phase
realizations [2]. For each encoding condition, the measured spectra define wavelength-resolved
response functions of the applied phase, which we interpret as experimentally realized input-output
mappings.

Our aim is to estimate the effective size of the accessible mapping space. To this end, we analyze
statistical dependencies between encoded spectral regions and output wavelengths using mutual
information, correlation measures [3], and local sensitivity measured through the phase-dependent
evolution of distances between neighboring spectral responses [4]. Furthermore, the response functions
are approximated by polynomial models of increasing degree; the minimal polynomial degree required
to reproduce a response within a prescribed error tolerance is used as a model-dependent proxy for
its functional complexity. Within the explored parameter range, the system remains predominantly
stable but shows increasing wavelength-dependent sensitivity and fit complexity with growing optical
nonlinearity, suggesting that nonlinear spectral broadening enlarges the accessible mapping repertoire
and may enhance functional capacity in optical computing systems.
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Hot Atomic Vapors for Nonlinearities in all-Optical Neural Networks
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Given the trend toward ever larger and more energy-intensive artificial neural networks, there
is growing interest in exploring fundamentally different platforms for neuromorphic computing.
Diffractive neural networks (DNNs) use free-space propagation of light between special phase masks
or other optical elements that encode the weights of the neural network [1]. Thus, a DNN computes
at the speed of light while simultaneously harnessing a large spatial bandwidth. However, a DNN
without nonlinear elements cannot achieve universal expressivity and is therefore not suitable for
most tasks of practical interest.

Due to their large dipole moments, atoms in a thermal vapor interact strongly with light, resulting
in pronounced nonlinear transmission functions [2, 3]. Such nonlinearities can arise due to quantum
interference (e.g., electromagnetically induced transparency [4]), saturation (such as absorption
saturation and optical pumping), or parametric processes (including four-wave mixing and Raman
scattering). Moreover, atomic vapors offer exceptional tunability: their optical density and linewidth
can be controlled over many orders of magnitude, allowing the transmission function to be shaped
to meet the specific nonlinear response required for a given ONN design.

A comprehensive analysis of this design space in the context of optical neural networks is needed;
this work is a step towards this goal. Optical pumping, absorption saturation, and Raman scattering
are analyzed regarding their optical intensities, energy consumption, and bandwidth. Furthermore,
the nonlinear transmission functions are evaluated regarding their practical applicability in ONNs.
For high integration densities, particularly compact nonlinear transmission functions are required.
However, confining an atomic vapor to small volumes leads to significant collisional broadening and
a reduced interaction cross section. A numerical study of these effects is contributed.
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Exploiting Physics for Efficient Computing

Sampreet Kalita, Benjamin Butler, Vivien Kendon, Susan Stepney

Conventional ways to compute using physical systems often involve the suppression of natural
properties (such as losses) while engineering these systems. However, to unlock the full compute
power of physical substrates, it is important to utilize their intrinsic features to the greatest
effect. Our work under the LoCoMo project involves the development of such unconventional
models of computation with physical systems where the losses in physical systems can be utilized
as features. We achieve this by combining the 4-level model-metamodel architecture with the
abstraction /representation theory of physical compute. The metamodels that specify the physical
instances are used to define an intermediate representation, which bridges the semantics of the
model and its corresponding abstract computation. This computational model is then used to
create compute instances whose syntax and semantics are defined by an internal domain-specific
language (DSL). Programs in this language can be compiled to target the unconventional hardware
or simulated in conventional software. We have implemented this DSL as a Python framework —
PyBos — and analyzed single-photon interferometric effects with lossy and continuum modes. A
notable output of our study of loss mechanisms is two distinct models of beam-splitters, which lead
to unique photon-counting statistics. Our work also throws light on how photon (in)distinguishability
influences the success of optimization tasks for boson sampling, and we are exploring the potential
benefits of lossy interferometers with continuum modes for neuromorphic computing.

Based on: “Novel Models of Computation from Novel Physical Substrates: A Bosonic Example,” arXiv:2603.24531
(2026).
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Deep Diffractive Neural Networks (DDNNs) are a type of optical computing system that performs
deep-learning tasks using light diffraction through engineered diffractive layers [1]. This approach
enables faster, more energy-efficient, and higher-bandwidth information processing compared to
conventional electronic neural networks [2]. Nonlinearity is a crucial component of a neural network;
however, implementing all-optical nonlinearity in diffractive neural networks poses challenges. Tradi-
tional nonlinear elements, such as second-harmonic generation (SHG) crystals, are typically bulky,
which limits their use in compact photonic platforms.

In this work we focus on a two-layer nonlinear DDNN system based on SHG metasurfaces—recently
proposed by the group of Giuseppe Leo [3]—as a compact and scalable alternative. We further
demonstrate that incorporating a nonlinear metasurface into the system improves key characteristics
of DDNN performance metrics, including classification accuracy and class contrast. For evaluation
we used a four-arm spiral dataset; the nonlinear metasurface outperformed the linear model by
more than 40%, achieving an accuracy of 98.3%. This improvement indicates that the inclusion of
second-harmonic generation enables the model to learn more complex, nonlinear decision boundaries.
An additional key advantage is the high power efficiency of the nonlinear model. Our simulations
demonstrate that even a minimal two-layer system that includes a linear phase mask and an SHG
metasurface can surpass the performance of a linear model, by improving the accuracy by 40% and
the power efficiency by 9%.
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Pauli-Correlated Encoding (PCE) for Spiking Neural Networks: A
Neuromorphic Approach to Picosecond Particle Tracking

Miriam Lucio Martinez

Reconstructing the trajectories of charged particles as they traverse several detector layers is a
key ingredient for event reconstruction at the Large Hadron Collider and virtually any particle-
physics experiment. The limited bandwidth available, together with the high rate of tracks per
second O(10'0)—where each track consists of a variable number of measurements—makes this
problem exceptionally challenging from the computational perspective. With this in mind, emerging
technologies such as Neuromorphic Computing are being explored as sustainable alternatives for
future detectors, where larger datasets and temporal resolutions approaching the picosecond regime
will further complicate this task. The performance of classical architectures is rendered insufficient
in these data-intensive environments.

We present a novel architecture that performs particle tracking, formulating it as a Quadratic
Unconstrained Binary Optimization (QUBO) task, solved natively in hardware using Spiking Neural
Networks (SNNs). We use Pauli-Correlated Encoding (PCE), a quantum-inspired mapping of the
spatial and picosecond-scale temporal occupancy of a detector array into the interaction weights
of a neuromorphic Ising solver. By utilizing the algebraic properties of Pauli strings to represent
hit correlations, PCE constructs a hardware-level “energy landscape” where the global minimum
corresponds to the most probable particle trajectory.

The SNN dynamics utilize asynchronous spike timing to navigate this landscape, effectively “entan-
gling” neighboring hits into coherent track candidates while suppressing uncorrelated background
noise. We show results tested on simulated data, as well as benchmarks regarding the scaling and
energy consumption, as compared to the state-of-the-art.
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Reservoir computing (RC) or Extreme Learning Machine (ELM) architectures are modern energy-
efficient and easy-to-train neural networks on unconventional hardware such as optics. However,
implementing output training with linear or ridge regression fails to find the optimal solution in the
reservoir’s feature space due to overfitting. One solution is changing the regularization term’s norm
[1]; another is pruning the number of nodes inside the hidden layer in ELM [2]; another is variance
thresholding [3] which might be considered in pruning. We combined pruning with regularized
regression to enhance the training scheme. Additionally, the pruning—which we named hidden layer
filtering (HDF)—is formulated as a 0/1 Knapsack problem. We implemented this training scheme
with combined HDF and regularized regression on overfitting for RC implementations in photonics.

This training scheme is tested and tuned on our novel neuromorphic computing paradigm, Neu-
romorphic Wave Computing (NWC) [4], utilizing transient nonlinear frequency generation in x®)
nonlinearity to emulate complex mappings. NWC has three layers as originally proposed in the
ELM-based approach [5]: input layer (encodes information from digital data to the optical pulse’s
spectral phase), hidden layer or wave reservoir (a highly nonlinear fiber that exhibits nonlinear
light-matter interaction), and output layer (a spectrum-bin readout connected to output nodes
digitally). Our implementation reduced the number of spectrum bins from 1000 with a performance
of 81.2% to 200 spectrum bins with a performance of 91.8% in the MNIST handwritten-digits
classification task.
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Extreme learning machines (ELMs) are simple and extremely fast learning algorithms for single-layer
feedforward neural networks. The weights and biases connecting the input and the hidden layer are
randomly initialized and remain fixed. As input data passes through the hidden layer, it is projected
into a high-dimensional representation in a nonlinear way, which makes many problems linearly
separable. Consequently, training the parameters connecting the hidden and output state requires
only a single step of linear regression [1]. The random nature of ELMs enables this fast and simple
training, but it can also lead to reduced performance. To address this, optimized ELMs have been
proposed, in which the random weights are refined using optimization algorithms [2].

As ELMs are non-iterative, gradient-free, and require less computational time and energy than
back-propagation, they are well suited for realization in the optical domain. This domain offers
inherent features which may lead to an advantage over the electronic digital domain, including
parallelism, a wide range of nonlinearities, numerous degrees of freedom, low loss, and high speed [3].

Here, we propose an experimental implementation for an optical ELM optimized by stimulated
Brillouin scattering (SBS) [4]. Information is encoded in the amplitudes of frequency tones of
a 10ns laser pulse at 1550nm. The pulse then enters a highly nonlinear fiber (HNLF), which
performs a nonlinear transformation via four-wave mixing. This HNLF represents the fixed random
connections between the input and hidden layer. The output of the fiber is a broadened frequency
spectrum and corresponds to the hidden state of a digital ELM. Training involves capturing this
spectrum and performing digital linear regression. To optimize the transformation, we apply SBS as
an intermediate step in order to tune the nonlinear transformation in the HNLF: some frequency
peaks of the spectrum are selectively amplified, thereby changing the hidden state. The frequencies
amplified by SBS are chosen using a stochastic, evolutionary-based optimization algorithm—the
genetic algorithm. Enhancing the frequencies obtained from the genetic algorithm increases the
classification performance of the ELM compared to targeting other frequencies or not using SBS at
all.
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The distinctive feature of time-delayed reservoir computers (TDRCs)—memory—allows them to
tackle real-world applications such as nonlinear channel equalization in telecommunications, where
the system’s ability to learn and compensate for nonlinear distortions is used to improve signal
quality and increase data transmission rates. In this work we augment a conventional opto-electronic
oscillator (OEQO)-based TDRC scheme with stimulated Brillouin scattering (SBS). Its frequency-
selective optical gain allows it to create parallel instances of OEO operating at distinct carrier
frequencies by introducing additional pump wavelengths. This increases the throughput of the
system, allowing it to either solve different tasks in parallel or to tackle more complex tasks by
distributing the input between the channels. The independent control over the gain experienced
by different channels allows to obtain solutions under different hyperparameters simultaneously,
extending the capabilities of the TDRC.
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Performance Trends of Optical and Digital Neural Networks
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Optical approaches to neuromorphic computing are gaining prominence due to their inherent
parallelism, scalability, and reduced energy consumption compared to their digital counterparts
[1]. Neuromorphic computing through wave dynamics, especially in optics, harnesses the intrinsic
complexity of nonlinear optical phenomena, providing a fundamentally innovative approach to
computation within physical substrates. However, these systems are often treated as black boxes,
with limited insight into their underlying computational capabilities. In this work, we focus on
parametrizing the inference capacity of an optical fiber-based Extreme Learning Machine (ELM),
which leverages nonlinear frequency generation [2], providing a nonlinear mapping between input
and output signals.

We illustrate the performance trends of our ELM against different configurations of multi-layer neural
networks, showing how increasing optical systems’ nonlinearity mirrors the impact of increasing
the depth of digital neural networks. We emphasize parametrizing the ELM’s nonlinear mapping
capability using the soliton number, commonly used to estimate the stability regime of supercontinuum
generation, as a system-independent measure for nonlinear inference capacity of neuromorphic wave
computers. We employ a scalable spirals classification benchmark, where task complexity increases
systematically by expanding the angular span of interleaved spiral arms, alongside a more linearly
separable task like MNIST handwritten-digit recognition. We observe that increasing input power,
consequently the system’s soliton number, significantly enhances the ELM performance for highly
nonlinear tasks but has minimal impact on low-nonlinear tasks like MNIST. A similar trend is evident
in digital neural networks, where increasing the network depth drastically improves performance on
highly nonlinear tasks while offering little benefit for low-nonlinear tasks.
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Optical computing holds transformative potential for next-generation information processing, yet
its widespread realization remains a challenge based upon the development of compact, energy-
efficient, and scalable nonlinear optical elements. In this work, we present a comprehensive numerical
investigation of lasing metasurfaces as a versatile and powerful platform for optical computing
applications. By coupling carefully engineered metasurface resonances with an underlying gain
medium, the emergence of coherent lasing action governed by the interplay between geometric light
confinement, radiative coupling, and stimulated emission has been demonstrated [1, 2]. However,
this is still a regime that remains largely unexplored in the context of active metasurfaces in optical
computing.

Our focus lies on deep diffractive neural networks (D?NNs), which leverage light diffraction through
engineered optical layers to perform deep-learning computations entirely in the optical domain [3].
This paradigm offers substantial advantages over conventional electronic neural networks in terms of
processing speed, energy consumption, and information bandwidth [4, 5]. Central to our approach is
the exploitation of the intrinsic nonlinearity of the lasing transition, which we harness at very low
operational powers.

Another important contribution of this work is the identification and use of computational tasks
and datasets for which nonlinearity is necessary. We evaluate our platform on tasks of classification
on datasets encoded with spatial, amplitude, and phase complexity. On these benchmarks, our
lasing-activated D?NN achieves robust classification, providing clear, dataset-grounded evidence that
the threshold nonlinearity of the lasing transition can act as a necessary computational resource
rather than simply a byproduct of the underlying physics.
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Implementation of a photonic winner-takes-all neural network layer
based on coupled SOA fiber ring lasers

Maria Luz Stewart Harris

In neuromorphic classification networks, a winner-takes-all (WTA) layer enables rapid selection of
the most probable output. Multiple coupled SOA fiber ring lasers (SFRLs) were used to implement
an all-optical, continuous-time WTA neural network layer which can solve non-linear classification
problems such as the XOR problem, with input—output response latency experimentally measured.

Experimental results were consistent with simulations based on a SOA mathematical model which
includes non-linear effects such as cross-gain modulation (XGM). The same SOA model was also
used to simulate larger networks, demonstrating the ability to solve more complex classification
tasks.
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Spiking neural networks (SNNs) are often considered particularly energy-efficient due to their event-
driven operation and are proposed for ultra-low-power tasks such as always-on edge sensing [1].
Their benefits, however, extend beyond energy: event-based processing can trigger costly control
actions at specific, significant times only and thus consume compute and other resources only when
necessary [2]. In practice, serial interfaces between sensors/actuators and neuromorphic accelerators
create bottlenecks that significantly increase system latency [3, 4] and disrupt time-continuous data
flow by requiring in-memory aggregation. This limits the use of neuromorphic semiconductors in
high-speed applications [5].

We present an end-to-end software stack for the semiconductor device architecture in [6] that enables
time-continuous SNN processing via a fully parallel interface. We report ongoing progress toward
emulating SNNs with time-deterministic spike life cycles and highlight open challenges in SNN
design, training, and hardware mapping. We argue that this approach contributes to enabling time-
continuous processing of high-speed data streams on neuromorphic semiconductors and represents
a step toward making neuromorphic systems viable in challenging real-world applications, such as
communication systems.
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Silicon Nitride Coupled-Resonator Network for Neuromorphic Com-
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We present the design of a photonic neuromorphic processor on a silicon-nitride platform, in which
nonlinear computation emerges from encoding neural-network inputs into the physical parameters of a
linear scattering system. Our architecture consists of a lattice of coupled racetrack resonators, where
inter-resonator coupling is mediated by L-shaped waveguide segments at low-crosstalk waveguide
crossing intersections. Paired L-waveguides at each node restore reciprocal coupling, preserving
the formalism’s expressivity guarantees and enabling training gradients to be extracted directly
from scattering measurements. We analyze the coupled-mode theory of the network and map all
trainable parameters—detunings, extrinsic couplings, and inter-resonator couplings—onto tunable
chip geometry with thermo-optic heaters. We present initial chip layouts and numerical validation
of the approach. This provides a scalable, CMOS-compatible route to photonic neural networks that
require no physical nonlinearity.
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Predictive Coding Networks and Inference Learning
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Recent years have witnessed a growing call for renewed emphasis on neuroscience-inspired approaches
in artificial intelligence research, under the banner of NeuroAl. A prime example of this is predictive
coding networks (PCNs), based on the neuroscientific framework of predictive coding. This framework
views the brain as a hierarchical Bayesian inference model that minimizes prediction errors through
feedback connections. Unlike traditional neural networks trained with backpropagation (BP), PCNs
utilize inference learning (IL), a more biologically plausible algorithm that explains patterns of
neural activity that BP cannot. Historically, IL has been more computationally intensive, but
recent advancements have demonstrated that it can achieve higher efficiency than BP with sufficient
parallelization. Furthermore, PCNs can be mathematically considered a superset of traditional
feedforward neural networks (FNNs), significantly extending the range of trainable architectures.
As inherently probabilistic (graphical) latent-variable models, PCNs provide a versatile framework
for both supervised learning and unsupervised (generative) modeling that goes beyond traditional
artificial neural networks. This work provides a comprehensive review and detailed formal specification
of PCNs, particularly situating them within the context of modern ML methods. This positions PC
as a promising framework for future ML innovations.

Published in: https://dl.acm.org/doi/10.1145/3797870
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Frontiers of Neuromorphic Computing 2026 Conference Information

Poster Prizes

We will be awarding three poster prizes (each 200€) for the best posters, kindly sponsored by Axiomatic Al
(https://axiomatic-ai.com/). All participants with contributed talks are welcome to also bring a poster.

Conference Dinner

Our conference dinner will take place on Thursday evening at Entla’s Keller (https://entlaskeller.de/),
a traditional beer garden. We will leave the institute at around 17:00 to make our way there. There are two
options to get to the beer garden:

On foot: Join us for a walk across Erlangen (if weather permits). It is around 4.3km (60 min), so please
bring comfortable shoes if you plan to join us on foot. Our walk will take us through the city centre, so it
may be possible to stop by the hotel on the way.

By bus: The bus takes about 30-40min. A single fare costs 3.10€ (or 2.65<€ online price for price level C,
see https://shop.vgn.de/index.php/product/382/show); a daily ticket is 6.20 €.
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